
A short guide to run (R Studio) and interpret multiple regression results.


R Studio Script
# ==============================================================================
# STUDENT STUDY SCRIPT: MULTIPLE REGRESSION
# ==============================================================================

# Set precision to 2 decimal places and disable scientific notation
options(digits = 2, scipen = 999)


# --- PART 1: DATA GENERATION ---
set.seed(123)
n <- 100

# 1. Independent Variables
# Gender: 0 = Male, 1 = Female
gender <- c(rep(0, 50), rep(1, 50)) 

# IQ: Mean of 100, SD of 15
iq <- rnorm(n, mean = 100, sd = 15)

# Study Hours: Mean of 10, SD of 2
study_hours <- rnorm(n, mean = 10, sd = 2)

# 2. Dependent Variable: Exam Score
# Formula used to create this data: 
# Score = 30 + (2.5 * Hours) + (0.15 * IQ) + (10 * Gender) + Random Error
exam_score <- 30 + (2.5 * study_hours) + (0.15 * iq) + (10 * gender) + rnorm(n, sd = 5)

# Combine into a data frame
df <- data.frame(exam_score, study_hours, iq, 
                 gender = factor(gender, labels = c("Male", "Female")))






# --- PART 2: BASIC STATS AND GRAPHS ---

# Displaying group means for Gender
aggregate(exam_score ~ gender, data = df, FUN = mean)

# Displaying correlation matrix
cor(df[, c("exam_score", "study_hours", "iq")])


# Visualization: Score by Gender
boxplot(exam_score ~ gender, data = df, 
        main = "Exam Scores: Male vs Female",
        col = c("#69b3a2", "#404080"),
        ylab = "Score")

# Visualization: Score vs Study Hours
plot(df$study_hours, df$exam_score, 
     pch = 16, col = "darkgrey",
     main = "Relationship: Study vs Score",
     xlab = "Hours", ylab = "Score")
abline(lm(exam_score ~ study_hours, data = df), col = "red", lwd = 2)


# or Generate a joined visual
par(mfrow=c(1,2)) 
boxplot(exam_score ~ gender, data = df, 
        main = "Scores by Gender", col = "lightgray")
plot(exam_score ~ study_hours, data = df, main = "Hours vs Score", pch = 19)
par(mfrow=c(1,1)) 




# --- PART 3: REGRESSION ANALYSIS AND GRAPHS ---

# Run the Multiple Regression Model
# Run the Multiple Regression Model
model <- lm(exam_score ~ study_hours + iq + gender, data = df)
summary(model)

# NEW: Regression Plot (Predicted vs. Observed)
# This shows how close the model's predictions are to the actual scores
predictions <- predict(model)
plot(df$exam_score, predictions,
     main = "Regression Plot: Actual vs. Predicted",
     xlab = "Actual Exam Scores",
     ylab = "Predicted Exam Scores",
     pch = 19, col = "blue")
abline(0, 1, col = "red", lwd = 2) # The "Perfect Prediction" line

# Residual Diagnostic Plot
plot(model, which = 1)



# GENDER-GROUP REGRESSION PLOT ---

# 1. Create the base scatter plot
# Color is determined by gender: Blue for Male (1st level), Red for Female (2nd level)
plot(df$study_hours, df$exam_score, 
     col = c("blue", "red")[df$gender], 
     pch = 19,
     main = "Regression by Gender Group",
     xlab = "Study Hours", 
     ylab = "Exam Score")

# inset = 0.05 adds a small margin so it doesn't touch the axes
legend("bottomright", 
       legend = levels(df$gender), 
       col = c("blue", "red"), 
       pch = 19, 
       cex = 0.7, 
       bty = "n",
       inset = c(0.05, 0.05))

# 3. Calculate and add the regression lines for each group
# We use the coefficients from our model to draw the lines
coefs <- coef(model)
avg_iq <- mean(df$iq) # We hold IQ constant at its average for these lines

# Male Line (Baseline)
abline(a = coefs[1] + coefs[3]*avg_iq, 
       b = coefs[2], 
       col = "blue", lwd = 2)

# Female Line (Baseline + Gender Effect)
abline(a = coefs[1] + coefs[3]*avg_iq + coefs[4], 
       b = coefs[2], 
       col = "red", lwd = 2)
























Study Guide: Interpreting Your Results
1. Descriptive Statistics & Graphs
· Group Means: Look at the table produced in Part 2. It shows the average score for Males and Females. This gives you a starting point to see if one group is scoring higher than the other before considering other factors.
· Correlation Matrix: This shows how strongly variables relate to each other. A value near 1.0 means they move together closely. A value near 0 means there is no linear relationship.
· Graphs: Use the Boxplot to see if the median scores (the thick lines) are at different heights for each gender. Use the Scatterplot to see if the dots trend upward as Study Hours increase.
2. The Regression Table (summary)
When you look at the Coefficients section, focus on these three indicators:
· Estimate: This is the "weight" of the variable.
· For Study Hours, the estimate tells you how many points the score increases for every 1 extra hour of study.
· For Gender, it tells you the specific point difference between Females and Males when everything else is equal.
· Pr(>|t|) (P-Value): This tells you if the variable is a significant predictor. If the value is less than 0.05, we consider the relationship statistically significant (not due to chance).
· Adjusted R-Squared: Located at the bottom of the output, this tells you the "Total Variance Explained." For example, if it is 0.72, your model (Hours, IQ, and Gender) explains 72% of why student scores vary.
3. Residuals Plot
· The Residuals vs Fitted plot shows the errors the model made.
· If the dots are scattered randomly around the center horizontal line, the model is a good fit.
· If you see a distinct shape or curve, it suggests a linear model may not be the best way to describe this data.
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