# ECON 2 - DataAci - week 5
## read data in
https://github.com/jamovi/r-datasets/blob/master/data/Seatbelts.csv
[bookmark: _GoBack]
########################
# If data file is in csv
########################

#R can handle many other data formats, but .csv files are simple and small. 
DF_sb_csv <- read.csv("D:/AKDENIZ/ANTALYA_BILIM/DATAsci/WEEK5/SEATBELTS.csv")

# It seems this code can not handle that the col names are given in quotes,
# remove and then try again.

# Common fix for CSV files
DF_sb_csv<-read.csv(
"D:/AKDENIZ/ANTALYA_BILIM/DATAsci/WEEK5/Seatbelts_noQuatationMarcksinColNames.csv",
                    sep=(","))


########################
# If data file is in excel
install.packages("readxl") # This is to be run only once.
library(readxl)
########################

DF_sb <- read_excel(
  path = "D:/AKDENIZ/ANTALYA_BILIM/DATAsci/WEEK5/Seatbelts.xlsx",
  sheet = "Seatbelts")


########################
### once the data file is in
########################

###########################################################################
### 1. see that it looks fine
###########################################################################
head(DF_sb)

###########################################################################
### 2. see it is structured.
###########################################################################
str(DF_sb)

#tibble [192 × 9] (S3: tbl_df/tbl/data.frame)
#$ No           : num [1:192] 1 2 3 4 5 6 7 8 9 10 ...
#$ DriversKilled: num [1:192] 107 97 102 87 119 106 110 106 107 134 ...
#$ drivers      : num [1:192] 1687 1508 1507 1385 1632 ...
#$ front        : num [1:192] 867 825 806 814 991 ...
#$ rear         : num [1:192] 269 265 319 407 454 427 522 536 405 437 ...
#$ kms          : num [1:192] 9059 7685 9963 10955 11823 ...
#$ PetrolPrice  : num [1 :192] 0.103 0.102 0.102 0.101 0.101 ...
#$ VanKilled    : num [1:192] 12 6 12 8 10 13 11 6 10 16 ...
#$ law          : num [1:192] 0 0 0 0 0 0 0 0 0 0 

## 
##I do not need the first column.
##
DF_sb <- read_excel(
  path = "D:/AKDENIZ/ANTALYA_BILIM/DATAsci/WEEK5/Seatbelts.xlsx",
  sheet = "Seatbelts") [-1] # I do not need the first column

### see that the first col is gone now
str(DF_sb)


###########################################################################
############## 2. see summary statistics
###########################################################################

summary(DF_sb)

#DriversKilled      drivers         front             rear            kms       
#Min.   : 60.0   Min.   :1057   Min.   : 426.0   Min.   :224.0   Min.   : 7685  
#1st Qu.:104.8   1st Qu.:1462   1st Qu.: 715.5   1st Qu.:344.8   1st Qu.:12685  
#Median :118.5   Median :1631   Median : 828.5   Median :401.5   Median :14987  
#Mean   :122.8   Mean   :1670   Mean   : 837.2   Mean   :401.2   Mean   :14994  
#3rd Qu.:138.0   3rd Qu.:1851   3rd Qu.: 950.8   3rd Qu.:456.2   3rd Qu.:17203  
#Max.   :198.0   Max.   :2654   Max.   :1299.0   Max.   :646.0   Max.   :21626  
#PetrolPrice        VanKilled           law        
#Min.   :0.08118   Min.   : 2.000   Min.   :0.0000  
#1st Qu.:0.09258   1st Qu.: 6.000   1st Qu.:0.0000  
#Median :0.10448   Median : 8.000   Median :0.0000  
#Mean   :0.10362   Mean   : 9.057   Mean   :0.1198  
#3rd Qu.:0.11406   3rd Qu.:12.000   3rd Qu.:0.0000  
#Max.   :0.13303   Max.   :17.000   Max.   :1.0000   

#We can see that there were 2654 accidents in total. 
# 198 people died in these accidents. ..... Put some notes here.

#We can also plot our four years of test scores pairwise to see any initial relationships of interest, as displayed in Figure 4.2.

install.packages("GGally") # only once
library(GGally)

install.packages("ggplot2") # only once
library(ggplot2)

# display a pairplot of all four columns of data
GGally::ggpairs(DF_sb)


#Figure 1. Pairplot of the data set
#In the diagonal, we can see the distributions of the data in each column. 
# We observe relatively normal-looking distributions for x, v, and z. 
# We can see scatter plots and pairwise correlation statistics off 
# the diagonal. For example, we see a particularly strong 
# correlation between Drivers killed and sitting at the front seat,
# a moderate correlation for those sitting at the back.

#######################################################################
#######################################################################
#4.2 Simple linear regression
#######################################################################
#######################################################################

#In order to visualize our approach and improve our intuition, 
# we will start with simple linear regression, which is the case where 
# there is only a single input variable and outcome variable.

#4.2.1 Linear relationship between a single input and an outcome
# Now let’s assume that we have a sample of 10 observations with 
# which to estimate our linear relationship. Let’s take the first 10 
# values of Yr3 and Final in our ugtests data set:

(d <- head(DF_sb[ , c("DriversKilled", "front")], 10))

# A tibble: 10 × 2
# DriversKilled front
# <dbl> <dbl>
#   1           107   867
# 2            97   825
# 3           102   806
# 4            87   814
# 5           119   991
# 6           106   945
# 7           110  1004
# 8           106  1091
# 9           107   958
# 10           134   850


#Figure 4.3: Basic scatter plot of 10 observations

#Figure 4.4: Fitting 
#to our 10 observations
#This looks like an approximation of the relationship, but how do we know that it is the best approximation?

#  4.2.2 Minimising the error
#4.2.3 Determining the best fit
#We can run a fairly simple function in R to calculate the best fit linear model for our data. Once we have run that function, the model and all the details will be saved in our session for further investigation or use.


# calculate model
model <- lm(formula = front ~ DriversKilled, data = d)

summary(d)

#DriversKilled       front       
#Min.   : 87.0   Min.   : 806.0  
#1st Qu.:103.0   1st Qu.: 831.2  
#Median :106.5   Median : 906.0  
#Mean   :107.5   Mean   : 915.1  
#3rd Qu.:109.2   3rd Qu.: 982.8  
#Max.   :134.0   Max.   :1091.0 

#The model object that we have created is a list of a number of 
# different pieces of information, which we can see by looking at 
# the names of the objects in the list.

# view the names of the objects in the model
names(model) 

[1] "coefficients"  "residuals"     "effects"       "rank"         
[5] "fitted.values" "assign"        "qr"            "df.residual"  
[9] "xlevels"       "call"          "terms"         "model"        

#So we can already see some terms we are familiar with. For example, 
# we can look at the coefficients.

# run to see these
model$coefficients 

#(Intercept) DriversKilled 
#710.074227      1.907216 

# Plot with regression line
ggplot(d, aes(x = front, y = DriversKilled)) +
  geom_point() +
  geom_smooth(method = "lm", se = TRUE, color = "blue") +
  ggtitle("Regression Line with ggplot2")



#This tells us that that our best fit model—the one that minimizes the 
# average squares of the residuals—is 
# In other words, our Final test score can be expected to take a value 
# of 710 even with zero people died in the accidents
# and every additional person sitting in front will increase the 
# the number of people dying by 1.9.

#4.2.4 Measuring the fit of the model

#Figure 4.6: Residuals of our 10 observations around their mean value
#Figure 4.7: Comparison of residuals of fitted model (red) against random variable (blue)



####################################################################
####################################################################
###################### week 5 ends here   #########################
